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Remarking Notes 
 

Welcome to the Proceedings of the Virtual Conference on Genomics and Bioinformatics. The objective of these 
and future proceedings reflects the goals of the conference itself: to share knowledge with the world. In this 
sense, the electronic versions will continue to be accessible at any time at the URL 
http://www.virtualgenomics.org. This issue contains relevant and novel applications for the analysis of complex 
biological systems. The proceedings also address the issue of educating students and researchers in the use of 
genomic technologies. 
 

To attain maximum interaction among the authors and their readers, these proceedings have a more dynamic 
format. Each submitted paper is subject to a double blind review process and accepted manuscripts are published 
both in paper and electronic form. However, to develop an advanced mutual flow of information between the 
reader and authors, the readers are encouraged to submit questions and constructive comments about the paper 
directly to the author using the proceedings' electronic discussion forum at the above URL. Using the same 
system, the author is expected to reply and interact to such enquiries. The hope is that this generated discussion 
continues for a few months and becomes the motivation for the development of surprising new ideas that will 
enhance our understanding of biological systems and lead to the development of novel theoretical and practical 
applications. 
 

Despite the number of submitted manuscripts, this issue only contains a limited number of accepted articles (87 
% rejection rate). The comments made by the review committee suggest the need for more careful planning in the 
design of microarray experiments, including the number of replications and the consideration of additional 
sources of variability, such as errors introduced by experimental and biological noise. The analysis of microarray 
experimental data must also be carefully considered. While unsupervised methods are still the most common 
approach for the analysis of microarray data, there is a growing need to demonstrate the reliability of the results. 
Some the documents received for consideration in this year’s proceedings, described the comparison of different 
computational implementations for either sequence or microarray data. These manuscripts were not considered 
due to a limited bibliographical review and lack of innovation from the reviewer’s perspective. Perhaps, with the 
increasing number of conferences and the constant call for papers, we are going too fast and not very deep. 
 

From this year's experience, it is apparent that diverse disciplines within the general umbrella of computational 
biology will benefit from cross-communication.  It is to be expected that any communication between fields or 
sub-fields will engender better understanding of biocomplexity at various levels and help scientists make better 
and more informed research decisions. However, the issue on the terminology that should be used to describe 
biological entities is becoming more evident. This situation impacts the efforts of many public and private 
funding agencies emphasizing the need for the integration of multiple disciplines. The main idea supporting this 
approach is that the exchange of information among multidisciplinary and inter-institutional research efforts can 
lead to new discoveries and technologies while increasing efficiency by allowing researchers to access the sum of 
current knowledge through the well-annotated results of previous work. In this spirit, the Proc. Virtual Conf. on 
Gen. and Bioinf. encourage authors to follow the adopted non-restrictive, progressive experimental and data 
sharing standards for development in their supplementary material.  
 

There is much to learn and we welcome lively discussion in all of the areas of the proceedings and on the format 
of the proceedings themselves. Comments and criticism are invited and encouraged with the hope that the 
proceedings emerge and develop as a useful reference guide. Just as with the biological systems that we all study, 
the Proc. Virtual Conf. on Gen. and Bioinf. will evolve to keep pace with the developments in the dynamic fields 
of genomics and bioinformatics, always with the main objective of sharing knowledge with the world.  
 

Willy Valdivia Granda 
Founder of the Virtual Conferences on Genomics and Bioinformatics 
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Attending scientific conferences is costly in time and 
resources, but these meetings have become a necessary 
component of scientific discourse and professional 
development. Scientists spend countless hours waiting in 
line at airports, train and bus stations, traveling thousands 
of kilometers to attend meetings in order to learn, discuss, 
and present new scientific findings in the newly maturing 
fields of genomics and bioinformatics. Conference 
attendees hope to make new connections, develop 
potential collaborations and look for new funding 
opportunities. Friends and rivals are made; doors to new 
ideas or research are opened and sometimes (rightfully) 
closed.  After the first few presentations of an excellent 
conference, thoughts can race with possibilities and the 
excitement in the air is palpable. There are no more 
stimulating sources of new scientific ideas and 
collaborations than scientific conferences, which is why 
there are currently hundreds being held annually around 
the globe, most in Western countries, or sponsored by 
organizations headquartered in Western countries. 
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However, some conferences can seem disappointing, 
perhaps in contrast to others. Some scientists can come 
away feeling as if they have wasted valuable time and 
resources attending a conference that does nothing to 
assist in their professional development (though, they 
might have had a good opportunity to become a tourist in 
a different city for a few days). Some scientists have the 
resources to attend several conferences a year, but it 
stands to reason that most scientists around the world are 
more limited in their ability to attend professional 
conferences in distant countries, so a bad conference 
experience can be that much more disappointing. That 
many large conferences are held in Western countries may 
be even more prohibitive to many scientists around the 
globe, since the relative costs of attending a Western-
based conference might exceed what would be considered 
reasonable in local currencies.  A scientist operating in 
countries with limited resources faces a choice between 
funding laboratory operating costs and staff support 
versus extension of a costly travel budget for a conference 
that may provide the scientist with an exhausting trip, 
certain jet lag, and an overall experience that may not 
result in a significant enhancement in their professional 
development.  It is unfortunate that any scientist with 
limited resources would have to make that kind of 
decision, in light of the fact that attending and presenting 
at conferences is considered a staple of scientific 
discourse. Young scientists especially would benefit from 
attending conferences in order to achieve a wider view of 
their own discipline and to expose themselves to new 
techniques and fields of research, yet it is the younger 
scientists around the world who will have less opportunity 
for travel and exposure to new, unpublished work and the 
people behind it. 
 

One might ask what difference it makes, if some or many 
scientists do not attend conferences, and do not engage in 
scientific discourse or share knowledge with others.  It 
could be answered that such sharing is necessary, for the 
expansion of knowledge within the disciplines of 
genomics and bioinformatics, and in biology as a whole, is 
desperately needed to help improve the living conditions 
that are endemic to areas local to those scientists with the 
most limited resources. A large number of malnourished 
women and adolescents are giving birth to underweight 
and malnourished children. These conditions will play a 
significant role in half of the nearly 12 million deaths each 
year of children under five years old. While more than 
40,000 deaths per day due to this situation raise moral 
questions to policymakers in national and international 
organizations, scientists will continue to make difficult 
choices between basic research resources and travel 
opportunities for collaboration and discourse. In the 
meantime, infectious diseases like malaria will kill one 



 

African child every 30 seconds, one more of the one 
million that will die from this disease annually. If this 
child survives, he or she will become one of the 300 to 
500 million people that are infected with this disease 
annually. The publication of the Plamodium falciparum 
and Anopheles gambiae genomes may begin the search 
toward finding inexpensive ways of eliminating this 
devastating disease, but how can scientists pool resources 
and avoid repeating good results or mistakes if they 
continue to operate in academic and geographic isolation, 
and are only exposed to trends and results from other 
research after the fact of publication? 
 

Malaria, while devastating, is only one of the problems 
facing the world’s population. More people will confront 
starvation than will face the dangers of malaria. This issue 
will become more apparent as time goes on, as it is 
projected that farmers around the world will need to 
produce 40 percent more grain to feed the increasing 
population by 2020. Unless scientists can help to develop 
new ways to increase yield on existing cropland, the 
required crop production will accelerate environmental 
degradation due to forest clearing, soil erosion and their 
consequent negative impact on our environment. This is 
no simple research task. Can scientists perform this kind 
of research in a collaborative vacuum, or without timely 
exposure to current research and results? At any large 
genomics or bioinformatics meeting, where are all the 
scientists and expertise from greater Asia? From Latin 
America? From Oceania, Africa or Eastern Europe?  At 
these meetings, who is representing the interests of those 
people who stand to apply the science of bioinformatics 
and genomics to the greatest good? 
 

The answer is that the majority of these under-represented 
scientists cannot afford to attend professional meetings, 
and will never reap the benefits from that exposure. Those 
able to attend these conferences will discuss the relevance 
of their experimental methods and how to interpret the 
wealth of post-genomic data. These discussions will lead 
to the generation of new sub-disciplines and research 
trends. All participants also will agree that genomics and 
bioinformatics are revolutionizing the understanding of 
biological entities -- that as powerful automated biological 
sampling and analytical devices are becoming available to 
more laboratories, an exponential and sometimes 
overwhelming accumulation of multi-format post-genomic 
data sets are produced. As a result, modern biology is 
becoming a data-driven multidisciplinary science in which 
biologists, mathematicians, statisticians, physicists and 
computer scientists are developing tools to identify “ in 
silico ”  the coding regions of genes, predict and model 
protein structural characteristics, define protein-protein 
interactions, identify potential drug targets, and construct 

biological networks. However, these discussions will be 
for a selected few. Questions that could have been asked, 
or ideas that could have been generated by the scientists 
unable to attend the conference go unanswered and 
perhaps un-thought of completely. Another loss, besides 
the personal opportunity for valuable participation, is the 
lack of representation of research important to scientists in 
those under-represented areas. There are scientific issues 
related to matters of research in disease and agriculture (to 
name just two) that are especially important to developing 
countries. These issues generate their own questions that 
will go unasked and unanswered in scientific meetings 
dominated by scientists from developed countries. These 
issues have global significance and an increase in the 
represented diversity of scientific research and experience 
can only benefit the global scientific community, and the 
world, as a whole. 
 

Can a virtual conference on genomics and bioinformatics 
make a difference? We once suspected it could, and now 
we are convinced. The Virtual Conferences on Genomics 
and Bioinformatics are an advanced environment for 
“sharing knowledge with the world.”  The objectives of the 
conference are to 1) transcend geographical and 
economical factors limiting researchers around the world, 
2) increase the exchange of ideas and establish new ways 
of collaborating with others and 3) establish new ways to 
excite the high school community about today’s 
multidisciplinary science.  

 
The conferences are completed without a registration fee 
in order that everyone around the world has the 
opportunity to participate. The Virtual Conferences on 
Genomics and Bioinformatics are broadcast around the 
world using the Access Grid and real-time video 
streaming technology.  The Access Grid is a virtual 
collaboration tool for group-to-group communication 
(thus differentiating it from desktop-to-desktop based 
tools that focus on individual communication). The design 
of the conference creates a compelling environment that 
facilitates the interaction between physically separated 
spaces. The design creates an atmosphere that enhances 
the exchange of ideas and can open new lines of 
communication. This is accomplished through the careful 
design of audio, video and graphic tools allowing an 
environment in which participants are allowed to feel as if 
they are engaged personally rather than in the stiff 
structured environment of a typical videoconference. 
Large-format displays integrated with active meeting 
rooms are a central feature of the Access Grid nodes. 
North Dakota State University presently also has video 
streaming licenses for 160 remote locations.  Participants 
who use this streaming video can attend the conference in 



 

small groups (5 to 6 people). The small groups allow 
meaningful local discussion as well as interactive 
discussion with the remote presenters. In addition to the 
real-time virtual conference, presentations (visual and 
audio) are available on the web for delayed streaming. 
Threaded discussion sessions with the invited speakers 
and additional peer-reviewed web based volunteered 
paper sessions follow the conference. This allows 
everyone around the world with a computer and web 
access the ability to participate to and contribute in the 
discussion. 
 

The Virtual Conference in 2001 had 644 officially 
registered participants around the world (42 countries and 
21 sates within the US) (Figure 1a). However an estimate 
of about 2,000 virtual participants attended the 
conference. In 2002 the number of registered people 
reached 724 people. However the number of locations and 
participants doubled in Latin America and increased five-
fold in Asia (Figure 1b). In 2002, the conference was not 
attended by scientists from Africa and Oceania. It is also 
important to highlight that the conference is only 
announced through e-mail mailing lists.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1. Distribution of worldwide officially registered 
participants in 2001 (a) and 2002 (b). 

 

Conference participants evaluated the first and second 
virtual conferences using a web-based evaluation tool. A 
total of 85 participants completed the evaluation. About 
60% of the respondents participated at one of the Access 

Grid nodes, and about 40% at a streaming video location.  
Over 40% of the total respondents participated in 
essentially all conference sessions, and a similar 
percentage participated in about half of the sessions.  
Almost 70% of the respondents strongly believed that the 
virtual conferences provided a venue for increasing 
communication and exchanging ideas.  Nine out of 10 
respondents both believed this type of a conference was a 
good alternative to a traditional conference where 
everyone travels to one location, and were strongly 
interested in participating in another virtual conference. 

 

 

 

 

 

 

 

 

 

 

 

Figure 2. Participants of the Second Virtual Conference on 
Genomics and Bioinformatics live streaming video at the Center 
of Bioinformatics GRD (India). Courtesy of Vijaya Raj. 
 

Instead of losing the many potential person-to-person 
discussions through the limitations of distance, virtual 
discussions with researchers of different experiences and 
backgrounds can exploit the diversity of professional and 
personal experience on all fronts, and give a truly global 
perspective on the promises and limitations of the new and 
growing fields of genomics and bioinformatics. The 
Virtual Conference on Genomics and Bioinformatics 
attempts to maximize the use of Internet resources and 
truly “share knowledge with the world.”    
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ABSTRACT: 
 

DNA microarray technology is a high throughput method 
for gaining information on gene function. It allows the 
simultaneous collection of quantitative data about the 
differential expression of thousands of genes. This large 
amount of data is analyzed to identify clusters of genes 
that share common expression characteristics, but the 
obtained results provide little information regarding the 
presence of functional biological correlations of genes 
within clusters. The published literature, on the other 
hand, provides a potential source of information to assist 
in interpretation of clustering results. We have developed 
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a tool (MedMOLE) that improves the comprehension of 
microarray experimental results by identifying the main 
functions among a group of genes, as are reported in 
MEDLINE documents. It also makes easier the 
identification of function/disease-specific genes, thus 
simplifying the design of specially-devoted microarray. 
The tool relies on two components: a gene name extractor 
and a mining algorithm. The name extractor is based on 
existing dictionaries of gene names and aliases. The 
mining algorithm analyzes the co-occurrences of words in 
the selected documents in order to automatically interpret 
the context, identify where the gene names appear, and 
map documents (and genes) into functional classes. The 
tool was tested on a dataset of abstracts containing the 
name aliases related to 14,659 human LocusLink IDs. On 
the basis of our results, it seems that MedMOLE, 
combined with transcription profiles, clustering and gene 
ontology categorization, can be very helpful in unravelling 
the role of genes found to be differentially expressed in 
microarray experiments.  

 

CATEGORY: 

- Microarray Data Analysis 

- Post-Genomic Management, Integration and   Mining 

- Software Application 
 

Keywords: Microarray, DNA chips, Genes, Medline, Text 
mining. 

1. INTRODUCTION: 
 
In recent years, "microarray" technology (also known as 
DNA arrays or DNA chips) for gene expression 
identification has been developed. Microarray 
transcriptional profiling is a powerful tool used in the 
study of transcriptional control mechanisms. An important 
point in the analysis of microarray data is the 
identification of hidden correlations between the 
differentially expressed genes generated upon some kind 
of cell stimulus. However, in complex organisms (e.g. 
Homo sapiens, mouse) microarray analysis gives less 
informative results compared to those obtained by 
analyzing genetically well-characterized lower eukaryotes 
(e.g. yeast). One of the weak points in human and mouse 
microarray data mining is linked to gene functional 
annotation because, of the predicted 30-40 K human 
genes, only few thousands have a known function. 
However, functional data are rapidly accumulating in the 
scientific literature and biologist needs to retrieve this 
information, which has been collected by MEDLINE 
(www.ncbi.nih.gov), a database that contains over 



 

11,000,000 biomedical journal citations. A microarray 
analysis usually generates a few hundred of differentially 
expressed genes and, after statistical validation of the data 
and transcription profiles clustering, biologists enter in the 
“genes-correlations”  nightmare, trying to identify genes 
functionally correlated by scientific literature analysis. 
This part of the work is typically very time consuming, 
even when in recent years some tools have been 
developed to perform automated information extraction 
on the MEDLINE database (MedMiner [1], PubCrawler 
[2]). Another task that requires the analysis of vast 
portions of literature is the design of disease-specific 
microarrays. In order to identify the genes to be spotted on 
the array, a powerful approach could be the identification 
of gene names in a specific subset (e.g. lung cancer related 
papers) of the MEDLINE database. However, reading 
every article, even in a specific field, requires too much 
time and labor. Therefore, it is necessary to have some 
kind of intelligent information extracting system [3] that 
recognizes the gene names inside the texts.  

 
The analysis of text documents (e.g. MEDLINE abstracts, 
patents, full articles) can be approached by two different 
points of view: text mining and information extraction 
(I.E.). The former aims at the automatic identification of 
groups of documents that share the same patterns of 
words, and thus refer to the same topic or theme. Text 
mining is performed by applying data mining algorithms 
to texts that have previously been prepared (tagged) by 
some sort of linguistic analysis [3]. The latter aims at 
providing a structured representation of the textual 
information and requires a pre-definition of entities and 
relationships to be looked for inside texts [4][5]. Thus, 
while the text mining algorithms are general purpose, the 
information extraction algorithms are specific to the 
application. Furthermore, the text mining approach is 
explorative and enables the discovery of new concepts [6] 
and relations while information extraction only extracts 
those elements that have already been defined. 
Information extraction is not an easy task and usually 
requires multiple steps, including syntactic and semantic 
analysis to be performed on texts. These two approaches 
can be integrated: information extraction tools generate 
databases that can be analyzed using data mining 
techniques, and, on the other side, text mining tools might 
take advantage of specific domain information extracted 
using I.E. techniques, as will be shown. This paper 
describes a tool (MedMOLE) that, taking advantage of 
text mining techniques, simplifies the extraction of 
functional knowledge by literature abstracts 
directly/indirectly related to differentially expressed genes 
identified by microarray technology. 
 

2. MATERIALS AND METHODS: 
 

2.1 Gene names/aliases dictionary 
 

We have created a gene name dictionary on the basis of 
the LocusLink (LL) database, the most stable and 
complete source of information on genes that have been 
discovered up to now. The dictionary is focused on human 
genes and it is generated by a filter. This filter is a perl 
script that extracts and selects from the LocusLink entries 
the “Official Symbols”  together with the “Alias symbols”  
(many authors had not referred to genes by their official 
gene symbol, but hopefully this will begin to change with 
the introduction of Official Symbols defined by the 
HUGO Nomenclature Committee). The filter runs 
monthly and generates the dictionary, including official 
symbols and alias symbols that satisfy the following 
conditions: 
 

·  Symbols should be at least three letters long. 

·  Alias symbols could not be equal to the official 
symbol of a different gene (these were discarded as 
misleading). 

 

It contains 14,659 LL Ids and a total of 30275 
official/alias symbols.  
 

2.2 MEDLINE abstracts selection 
 

The data set is based on the MEDLINE abstracts from 
1990 to 2002. We selected from NCBI’s Pubmed all 
documents frequently containing a gene or a protein name 
by means of the query “(gene OR protein) OR (genes OR 
proteins).”  In few cases, gene names (e.g. KIT, MET, 
etc.), which have a meaning in common or scientific 
English language were searched together with “gene(s) 
OR protein(s) OR product(s) or RNA(s). We obtained 
about 1.7 milion documents containing gene names 
associated to 9,609 LL Ids out of the total 14,659 LL Ids 
present in the gene names/aliases dictionary. The gene-
names-linked MEDLINE dataset is updated monthly. 
 

2.3 Data preparation 
 
The data preparation phase has been performed in three 
steps by applying a filtering process, a linguistic tool and 
a “gene name extractor.”  After extracting all the relevant 
information from texts, we made a transformation into the 
appropriate format for the data mining algorithm to 
process it, thus concluding the preparation phase. The 
filtering process aims at cleaning the documents from the 



 

meta-information (author names, affiliation, publication 
type, name of journal, date of publication, etc.). This kind 
of information is not relevant for our application. After 
this step, we obtained the textual parts (i.e. title and 
abstract) for subsequent processing. The linguistic 
analysis has been performed by means of a part-of-speech 
(POS) tagger, a tool which recognizes the various 
components of a phrase (nouns, verbs, adjectives, etc.) 
and mark them with a specific tag, and a stemming tool, 
which recognize the root component of any tagged word 
(e.g. gene, genes-> gene). Our objective was to eliminate 
the less significant words. For each document, words rich 
in semantic content (like nouns, verbs and adjectives) and 
that have been identified by the POS tagger, are then 
stemmed and stored as a list of keywords. These lists 
characterize and describe the original documents in a 
synthetic form and are the basis for the mining process. 
To identify the names of genes that are important in 
biological research, another analysis step is necessary. We 
call this step “ information extraction”  as it has the same 
goal of other I.E. techniques, although we are not, at 
present, applying any semantic analysis. This step is 
described in detail in the next subparagraph and aims at 
producing, for each document, the list of genes that have 
been recognized inside the text, whether present in their 
official name or as alias name. 

 
2.3.1 Gene name extractor  
 

Information extraction tools may be grouped in two main 
typologies: those relying on hand encoded domain 
knowledge and those relying on training methods. The 
former is based on the human coding of semantic, 
syntactic and morphological rules that apply to the 
specific application being developed. It requires a big 
effort in terms of human resources and, even if it provides 
good results regarding the recognition of protein names 
[7], it is particularly unsuitable for our application as there 
are no rules or standards in the assignment of names to 
genes, nor in the construction of sentences containing 
them. On the other hand, tools relying on training methods 
require a training set of documents already annotated by 
domain experts. The harder the recognition task, the larger 
the set of documents needed for the algorithms to learn the 
underlying rules. Techniques that have already succeeded 
with the protein recognition task have had poor results, in 
terms of precision and recall, with the gene recognition 
task [8][9]. In our case, we didn’ t have an annotated set of 
documents to try the automatic identification of rules.  

Furthermore, besides the term recognition problem, we 
had the problem of linking together terms that refer to the 
same gene and it is very rare that this link (synonymy) is 
made explicit by the text. The most suitable solution was 
then to rely on a dictionary of gene names and aliases, one 

as complete as possible and frequently updated. Our gene 
name extractor is a three step process that applies a filter, 
an indexer and a meta-information generator. The filter, 
previously described in the assembly of the gene names 
dictionary (subsection 2.1) produces as output a two-
column file where the first column, “gene,”  contains the 
official name and the second, “alias,”  contains an alias 
name of the same gene. The gene name on the left column 
is repeated as many times as there are aliases. The indexer 
searches each name on the right hand column (alias) in the 
MEDLINE abstracts and stores the corresponding left 
hand column name (the official one) together with the 
resulting document identifiers. After removing duplicates 
from this list and sorting by document identifier, we 
obtain the list of gene names that belong to each 
document. This list is integrated with the keyword list of 
the previous step (subsection 2.3).  
 

2.4 Data mining 
 

After the pre-processing phase, each document has been 
described in a synthetic format by a list of keywords 
(automatically extracted) and a list of genes. It is now 
possible to group documents on the basis of these 
descriptors by means of a clustering algorithm. The main 
difference between the available algorithms is in the 
applied metric, which is affected by the choice of the data 
representation: binary (presence or absence of a specific 
keyword in a specific document) or quantitative 
(frequency of the keyword in the document). As our 
documents were actually quite short in length (abstracts 
and not full text papers), we noticed that the frequency of 
keywords tended to be one. We then opted for a binary 
representation. To measure the distance of documents, we 
used a similarity index (the Dice index) and applied a 
partition algorithm based on the relational analysis. With 
this method, document similarity is based on the number 
of co-occurrences of keywords: the more keywords shared 
between two documents, the more similar they are. The 
gene names do not take part in the clustering process, but 
they provide information on the obtained clusters. The 
mining process is regulated by a few parameters: 
maximum number of clusters, similarity threshold, and 
weighting system. MedMOLE makes this process 
available on-line, so that the user can select his own set of 
documents to mine for similarities.  

 

2.4.1 Querying interface 
 

Access to MedMOLE will be available for free, upon 
registration at www.cineca.it, to the scientific community 
at the end of 2002. Users can mine the gene-names-linked 
MEDLINE dataset using any generic keywords or by 



 

applying a list of Locus Link IDs (LL). This list of LL 
interrogates the Locus Link database, implemented in our 
local SRS (www.lionbioscience.com) server, and builds a 
MedMOLE query using official and alias symbols. 
 

2.4.2 Output analysis 
 

MedMOLE outputs (server-based) are made by graphical 
and textual components. Once the user has selected the 
clustering parameters and performed the clustering step, 
results can be shown as a list containing (for each cluster) 
the number of abstracts in the cluster, a link to the 
abstracts’  contents, the cluster number, up to seven 
keywords being the most descriptive of the cluster, and a 
link to the gene names found in the cluster (report). The 
report is particularly interesting because it contains a list 
of the gene names found in the cluster and statistics 
regarding the gene name features, as well as a list of 
potential genes association generated using the apriori 
algorithm for the induction of association rules [10-11]. 
Furthermore, cluster features (gene names or keywords) 
can be represented in graphical form as histogram (Figure 
1, A-B) or as a cluster map (Figures 2-3). 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1. Clusters histogram of BRCA1 query on MedMOLE 

 
3. TEST AND RESULTS: 
 

Although MedMOLE was designed as a tool to facilitate 
microarray data mining on MEDLINE, it has a broader 
range of applications, e.g. correlating, by scientific 
literature analysis, genes characterized by common 

transcriptional regulatory elements or sharing a common 
functional motif (e.g. SAM, leucine zipper, etc.) or having 
particular enzymatic activities (e.g. kinase). Here we 
summarize two examples of the use of MedMOLE. We 
used MedMOLE on a group of co-regulated genes (ATM, 
CIP1, CDKN1, D2S448, DKK1) identified in one of the 
microarray analyses carried out in our lab. Applying a 
query ATM or CIP1 or CDKN1 or D2S448 or DKK1 to 
MedMOLE, after optimisation of the number and 
homogeneity of the clusters, we have observed that 
clustering produces a group of correlated clusters (3, 4, 5, 
7, 8, 9) linked to each other by cell cycle control related 
keywords (Figure 2).  
 

 
 

Figure 2. Cluster map of ATM or CIP1 or CDKN1 or D2S448 
or DKK1 

 

A smaller group of clusters (1, 6) are related to carcinoma 
keyword and the other two isolated clusters seem less 
informative. Observing the histogram representation, a 
common element in the clusters becomes apparent: the 
oncosuppressor p53 (data not shown). Getting more in-
depth in the analysis and reading some of the abstracts 
made it possible to define p53 as a common element in the 
functional pathways of ATM, CIP1 and CDKN1. Another 
use of MedMOLE is related to the identification of subset 
of genes that can be used to make specifically devoted 
cDNA arrays. The design of microarrays containing all 
genes associated with specific signal transduction 
pathways is a way to refocus a microarray data analysis on 
specific targets. For instance, having found JAG1, a gene 
associated with the Notch pathways, to be differentially 
expressed, a transcriptional profiling of all genes of this 
pathway will offer a better picture of the effects of the cell 
stimulus under study on that specific pathway. In addition, 
making arrays to profile genes related to drug resistance in 
patients undergoing pharmacological treatment might 
allow the identification of gene expression patterns that, 
integrated to clinical data, might allow the design of 
patient-oriented treatment in the oncological field. Using 
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the query ("lung cancer" or "lung tumour") and "drug 
resistance," after optimisation of the number and 
homogeneity of the clusters, we obtained one group of 
clusters and four isolated clusters (Figure. 3). 

 

 
 

 

Figure 3. Cluster map of  ("lung cancer" or "lung tumour") and 
"drug resistance" 

 

Interestingly clusters 1, 5, 7, 8, 9, and 10, which are 
grouped together, are characterized by keywords related 
to “cell cycle,”  “ resistance accumulation,”  “ inhibition,”  
and “dose effect.”  On the other hand, the isolated clusters 
2, 3 and 6 seem interesting for the identification of genes 
related to “patient survival,”  “mutated genes”  and “drug 
sensitivity and transport.”  Evaluating the gene distribution 
within clusters, we have identified some genes which are 
part of the multi-drug resistance sub-family (e.g. ABCC1, 
ABCB1), or are related to DNA repair (e.g. CDKN1A) or 
cell cycle (MYC, RAS). These are additional important 
cellular functions to be monitored when evaluating the 
effect of DNA binding drugs in cancer. 
 

4. CONCLUSIONS: 
 

With the present implementation of MedMOLE, the 
optimisation of the clustering parameters is essential to 
obtain a clear picture of the abstracts correlations, 
especially if a larger number of genes is used in the query. 
We are also testing if the generation “association rules”  to 
the MedMOLE clustering results can be helpful in the 
identification of functional correlation between genes. 
“Association rule induction”  [10-11] seems particularly 
interesting because it allows one to find the presence of 
regularities in groups of items, e.g. gene names within 
MedMOLE clusters, so that from the presence of certain 
gene name associations in MedMOLE clusters one can 
infer (with high probability) that certain other gene names 
are related on the basis of the cluster information content 
(Table 1). 

Table 1. Association rules and statistics related to a cluster 
generated querying MedMOLE with BRCA1. 

 
Association Rules 

BODY  HEAD SUPPORT CONFIDENCE 
BRCA1 ®  BRCA2 50.0% 50.0% 
BRCA2 ®  BRCA1 50.0% 100.0% 
BRCA1 ®  TP53 42.9% 42.9% 
TP53 ®  BRCA1 42.9% 100.0% 

BRCA1 ®  CPT1A 42.9% 42.9% 
CPT1A ®  BRCA1 42.9% 100.0% 
BRCA1 ®  ABCA1 39.3% 39.3% 
ABCA1 ®  BRCA1 39.3% 100.0% 
BRCA1 ®  HUNK 39.3% 39.3 

 
 
As shown in table 1, specific association rules can be 
found and they might help in rapidly identifying potential 
functional correlations (e.g. TP53<->BRCA1<-> 
BRCA2), which can be further investigated by reading the 
related abstracts. We observed in our tests that results 
generated by MedMOLE are getting more difficult to 
interpret as the number of genes used in the query 
increases. To make data evaluation easier, we are 
developing a client interface which would allow the user 
to get more direct access to the raw data set generated by 
MedMOLE analysis. We are implementing a client-
oriented visualization tool in which abstract clusters will 
be represented as ellipsoids containing subclusters of 
abstracts related to the gene names used in the query. 
Furthermore, these subclusters will contain the gene 
names extracted from the abstracts and all gene names 
will be linked to LocusLink database (www.ncbi.nih.gov), 
and to each other by association rules (if any apply). This 
visualization approach should simplify the identification 
of correlations existing between the gene names used in 
the query and those associated with the extracted 
abstracts. In conclusion, we think that MedMOLE 
analysis, combined with transcription profile clustering 
and gene ontology categorization, can help researchers to 
unravel the role of genes found differentially expressed in 
microarray experiments. 
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ABSTRACT: 
 
The BLAST suite is designed to efficiently perform 
sequence similarity searches in biological databases, and 
in this task it is considerably faster than other heuristic 
algorithms. However, especially for large genomes, 
BLAST performances can be optimized. We describe a 
simple yet effective way to introduce parallelism in the 
BLAST code by applying a “distribute-and-conquer”  
(DNC) approach based on splitting and distributing the 
original database. In this way, dncBLAST can efficiently 
run on computer clusters and overcomes the memory 
limitation of a single machine. The resulting application 
has been tested on a heterogeneous cluster, and its 
performance has been compared to the standard NCBI-
BLAST running on a shared-memory SMP machine. 
dncBLAST shows that its performances on large 
databases are better than those of NCBI-BLAST and that 
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it also scales better with respect to the number of CPUs 
used. 
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1. INTRODUCTION: 
 

BLAST is a set of programs designed to efficiently search 
protein and DNA databases for sequence similarities [1]. 
Actually the NCBI-BLAST implementation is the de facto 
standard for biological sequence comparison and search in 
computational biology [2-3]. The NCBI-BLAST 
programs have been designed to maximize high-
throughput searches. They are multithread-enabled and 
thus capable of taking advantage of multiple CPUs, when 
available on shared-memory SMP machines. However, the 
NCBI-BLAST suite is computationally demanding 
especially for very large databases, and cannot run on 
computer clusters.  
 

BLAST uses a heuristic algorithm which seeks local as 
opposed to global alignments and is therefore able to 
detect relationships among sequences which share only 
isolated regions of similarity. The central idea of the 
BLAST algorithm is that a statistically significant 
alignment is likely to contain multiple high-scoring pair of 
aligned words [2]. BLAST first scans the database for 
words (typically of length three for proteins) that score 
better than a given threshold parameter when aligned with 
some word within the query sequence. Any aligned word 
pair satisfying this condition is called a High Scoring Pair 
(HSP). The second step of the algorithm checks whether 
each HSP lies within an alignment with a score sufficient 
to be reported. This HSP extension step is the most 
computationally expensive: during it, a dynamic 
programming algorithm [4] is executed, whose execution 
time is O(mn2) where m and n are the lengths of the 
sequences compared, that typically accounts for more than 
90% of the execution time of a BLAST run.  

 

A simple and effective way to introduce parallelism in the 
BLAST code is to use a "distribute and conquer" (DNC) 
approach. It is possible to split the database into multiple 
non-overlapping subdomains (slices from now on), next, 



 

using the same query, run an independent search of each 
slice and then combine the results from each subsearch 
into a single query report. Clearly, if the database slices 
are properly distributed on multiple "slave" nodes, it will 
be possible to execute the subsearches in parallel, taking 
advantage of the resources available on a Beowulf cluster 
[5]. This approach shows several convenient features:  

·  Avoids modification of BLAST internals. The 
distribution and gathering code can be written as 
"wrappers" that will use the standard BLAST as a 
module.  

·  Simplicity: easily portable.  

·  Data distribution: BLAST uses memory-mapped I/O, 
and performance is significantly enhanced when the 
entire database can be loaded in RAM. By splicing the 
database opportunely, this condition can be reached on 
each machine on the cluster, even those equipped with 
relatively small RAM amounts.  

 

2. MATERIALS AND METHODS: 
 

 

The only difficulty for the implementation of the DNC 
scheme is related to result merging and normalization. 
BLAST hits are ranked according to two different scores: 
the bit score (S) and the expectation value (E). The former 
depends only on the degree of similarity (the alignment) 
between the query and the hit sequences, while the latter 
depends both on the alignment and on the database 
composition. There is a simple relation connecting E and 
S that is  

 

( ) SmnE -= 2  

 

where m and n are the length in character of the query and 
the database, and their product is called the dimension of 
the search space. Thus, by collecting the hits from the 
subsearches of the DNC strategy and calculating E with 
respect to the total database length, it should be possible 
to exactly reproduce the BLAST results coming from a 
search on an unpartitioned database. Actually things are 
not so, since BLAST programs implement a correction for 
the “edge effect”  [6], to take into account that, for long 
sequences, an optimal local alignment cannot begin with 
any aligned pair of residues. This “edge effect”  filter 
produces an “effective search space”  (ESS) that depends 
both on the query and the database composition, whose 
length is the one used to calculate E values by the BLAST 
code. However, by introducing the approximation that this 

equality holds (that would not be an approximation in 
absence of the edge effect correction), 
 

( ) ( )�=
slices

iESSESS  

 

that is the total ESS equal to the sum over all the database 
slices of the ESS for each subsearch, our tests show that 
the deviation from the reference ESS is always less than 
+5%, with a corresponding deviation on the calculated E 
value that never changes the order of magnitude, but more 
important, never changes the relative scoring order of the 
hits. Moreover, no false positives or false negatives are 
introduced in the final result. In the light of these results, 
we consider this approximation acceptable. 
 

2.1 DncBLAST implementation 
 
Since the most computationally demanding task is the 
standard BLAST execution itself, the wrapper has been 
coded in the Python scripting language, version 2.1.1, 
(http://www.python.org) using the mxTextTools package    
(http://www.lemburg.com/files/python/mxTools.html).  
 
dncBLAST has been designed to handle the same options 
and to produce the same output that BLAST does, so that 
it can be used as its drop-in replacement. The structure of 
the dncBLAST code is  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Program DNCBLAST 

 Read DB distribution and configuration info 

 Parse options and trap input errors 

 if  (DB not distributed) then 

  exec BLAST on the front-end 
 else 

  initialize query_queue 

  initialize searches on DB slices 

  repeat 

   spawn parallel BLAST searches on slave        
nodes 

   Parse BLAST search results  

   merge hits 

   update query_queue 

  until query_queue is empty 

   report hits 

 endif 

End program 

 



 

2.2 Database randomization 
 
When a query sequence is searched against a portion 
(volume) of the databank, the execution time is almost 
proportional to the number of hits with the database 
entries. In the original database, the sequences are usually 
organized in blocks of different organisms, so there are 
very good chances to have a highly non-homogeneous 
number of hits among the different volumes. In addition, 
given the potential heterogeneous nature of a computing 
cluster, to improve the load balancing among the nodes it's 
mandatory to fragment the databanks in slices 
proportional to the computational power of each single 
node.  To avoid this, the databases are pre-processed by a 
randomizing procedure that scrambles the order of the 
sequences in a generic FASTA database and generates 
randomized database slices with varying sizes. Given an 
input weight for each slice, proportional to the relative 
computing power of the CPU used to search on the slice 
(here we use the EqCPU numbers discussed in Section 3), 
each database record is assigned to a slice using the 
stochastic sampling with replacement algorithm [7]. After 
this procedure, the usual volume indexing is performed to 
obtain a set of BLAST-readable database files, which are 
then copied over the network to the local disks of their 
corresponding slave nodes.  This technique increases the 
intrinsic load-balance in multi-volume BLAST searches.  
 

 
3. RESULTS: 
 
The code has been tested and compared on two different 
parallel architectures available at the Chiron-IRIS 
computing production facility: an SMP server (Sun 
Enterprise 4500, 12 UltraSparc II 400 MHz CPUs, 8 GB 
RAM, 10x36 GB UltraSCSI HD, Solaris operating system 
release 2.7.) and an heterogeneous Network-of-
Workstations cluster (NOW) composed by three 
Sunblade-1000 (2 UltraSparc III 750 MHz CPUs, 2 GB 
RAM, 2x36 GB UltraSCSI FC-AL HD, Solaris 8), one 
Ultra-60 (2 UltraSparc II 360 MHz CPUs, 1 G RAM, 2x9 
GB UltraSCSI HD, Solaris 2.7) and one Ultra-10 (1 
UltraSparc II 360 MHz CPU, 512 MB RAM, 2x9 GB 
UltraSCSI HD, Solaris 8), for a total of 5 nodes and 9 
CPUs in cluster. One of the Sunblade-1000 has been 
employed both as a computational node and as the front-
end of the system. For the tests, we have used two 
publicly available databanks, the NCBI's GenBank release 
124.0 (June 2001) and the Non Redundant protein DB  
(June 2001), and two small subsets of them comprised of 
sequences belonging to the Bacteria (BacteriaN and 
BacteriaP). 

3.1 dncBLAST scaling behavior  
 

In order to provide a correct comparison of the scalability 
of the algorithm among the SMP and the heterogeneous 
NOW architectures, we use as a measure unit the ratio 
between the execution time of a reference BLAST query 
(one for each databank) on each CPU used and the same 
quantity on a reference machine. This number, from now 
on called Equivalent CPU (1 EqCPU), represents the 
relative computing power of each processor used. The 
Speedup graphs in Figure 1 and 2 are thus shown as a 
function of the EqCPU number. The EqCPU for the 
cluster nodes are defined using one single CPU of the 
SMP as a unitary reference. Hence, for the SMP one 
EqCPU is exactly one processor while, for the NOW 
cluster, the EqCPU is neither an integer nor does it 
correspond to the number of the nodes.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1. Scalability of dncBLAST (SMP and NOW) and 
NCBI-BLAST (SMP) vs. EqCPU on the GenBank database. 
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Figure 2. Scalability of dncBLAST (SMP and NOW) and 
NCBI-BLAST (SMP) vs. EqCPU on the NR database. 



 

In Figure 1 and 2, two different data sets are shown: the 
multithreaded NCBI-BLAST using databanks formatted 
with standard formatdb as distributed in the NCBI toolkit 
(blue squares), the dncBLAST on the SMP using non- 
randomized databanks (green squares), the dncBLAST on 
the SMP using randomized databanks (red squares), and 
the dncBLAST on the NOW cluster using randomized 
databanks and non-uniform slice sizes (black squares). In 
the GenBank graph, the dncBLAST algorithm out-
performs NCBI-BLAST on the SMP by a factor of 1.6, 
even when no databank randomization is performed, and 
reaches a 1.9 speedup in the randomized case. The 
heterogeneous splitting of the database provides excellent 
performance on the NOW cluster. Furthermore, the NOW 
cluster shows a very nice scaling behavior, despite its 
heterogeneity. For the protein database, we did not have 
any relevant performance gain due to the dncBLAST 
algorithm itself. We notice that the BLASTP algorithm 
has to deal with a more complex alphabet than BLASTN, 
which results in a much longer time spent in the HSP 
expansion phase. Being the already parallelized portion of 
the NCBI-BLAST code, the dncBLAST data-
parallelization strategy does not provide a marked 
performance gain on the SMP platform. Nevertheless, as 
in the GenBank case, it allows use of the cluster platform 
with the same good results, particularly with the NR 
database where a performance ratio of 11/7 is achieved 
when all the CPUs are in use. Conversely, for the small 
bacterial databases, we observe a severe degradation of 
performance on the cluster, showing that with fast queries 
on small databases the data collection times become 
extremely relevant in the overall execution time of the 
process (no graph reported).  
 

It can be argued that, given the sublinear scaling of the 
dncBLAST strategy, in a real-world massive screening 
environment where thousands of sequences are BLASTed 
against a single database, it can be more efficient to just 
run a different BLAST query for each CPU, instead of 
parallelizing BLAST. However, this is true only in a 
special condition: that each node is capable of caching the 
entire database into RAM. If the database has to be 
reloaded from disk every time BLAST is instanced, a 
severe performance penalty, an increase of a factor close 
to 10 in the elapsed times, has to be paid. This is not the 
case for dncBLAST, where the database is partitioned in 
order to minimize database reload. 
 

3.2 Real-wor ld case test 
 

It is well-established protocol that when a new complete 
bacterial genome sequence is published or draft versions 
become available, a complete BLAST search against 
public and in-house databases is immediately carried out. 

In fact, BLAST results are the basis for further analysis, 
for example for protein family classification or for 
genome annotation or comparative genomics. Here we 
report the results of a “real-case”  test where we have 
compared the behavior of the dncBLAST on the NOW 
cluster and of the original NCBI-BLAST on the SMP. We 
used the complete genome sequence of Streptococcus 
pneumoniae strain R6 [8] as released on GenBank. Hence, 
to give a reasonable estimate of the real activity 
performed by our BLAST-engine, we have concurrently 
run three different whole-genome BLAST searches 
against the GenBank, the Non Redundant protein database 
and the in-house bacterial genome database Bacteria_N. 
The three sequential multi-input BLAST were run 
concurrently, using dncBLAST on the cluster and the 
NCBI-BLAST on the SMP for comparison.  
 

For the SMP, 8 CPUs where assigned to the GenBank 
search, 2 CPUs to the NR and one CPU to the Bacteria_N. 
This showed to be the best balance achievable in order to 
minimize the overall execution time (EqCPU=11). On the 
NOW cluster, 5 CPUs where assigned to the GenBank 
job, 4 to the NR and one to the Bacteria_N (EqCpu=17). 
Table 1 shows the timing results for the two platforms 
under comparison. The Total execution time is the 
maximum of real execution times of the three concurrent 
processes. dncBLAST on the NOW cluster completed the 
task in less than half the time of the NCBI-BLAST on the 
SMP. Even when scaled to the same number of EqCPU, 
the former appear to be 50% faster than the latter. 
 

 

 

NCBI BLAST on SMP (EqCPU=11)  

Real time User time System time 
BLASTN vs 
GenBank 

15:05:15.02 65:36:35.11 27:49:11.84 

BLASTP vs NR 12:29:21.81 23:51:20.63 20:18.95 
BLASTN vs 
BacteriaN 

46:27.03 44:40.67 1:38.02 

Total execution 
time 

15h 5m 15s 

dncBLAST on NOW (EqCPU=17)  
Real time User time* System time*  

BLASTN vs 
GenBank 

6:18:32.86 5:07:52.07 28:27.89 

BLASTP vs. NR 5:38:52.05 6:15.83 6:08.76 
BLASTN vs. 
BacteriaN 

1:23:43.41 47.53 54.68 

Total execution 
time 

6h 18m 33s 

*For the master node only 

Table 1. Times required for a complete genome search of the 
Streptococcus pneumoniae (R6) [7] whole genome, in 
nucleotide (ORFs) or amino acid (translated proteins) versions. 
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ABSTRACT: 
 
The Undergradate Spiroplasma citri Genome Project (ScGP) is 
a joint nationwide effort of college students and faculty to 
sequence, analyze, and annotate the genome of Spiroplasma 
citri, a mycoplasmal plant pathogen. We are actively recruiting 
participants in this project, which is appropriate for students and 
faculty involved in a number of courses, including (but not 
limited to): genetics, molecular techniques, cell biology, 
genomics, bioinformatics, or independent study with an 
emphasis on molecular biology and/or bioinformatics. Student 
participation extends through submission of sequence(s) to 
Genbank and is coordinated through a project web site. The 
goals of the ScGP are to train undergraduate students in 
genomics by providing them with a real -- not simulated -- 
opportunity to participate in a genome-scale sequencing effort, 
to give them experience with genomic data analysis and 
annotation, and to allow them to collaborate with each other 
across time and space to reach project goals.  In addition, we are 
building a faculty research community to support this effort and 
make the techniques involved accessible to faculty who may not 
have experience with them.  We will describe the ScGP, 
including background, organization, choice of organism, 
strategy, collaboration, recruitment, and pedagogical issues.4 
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1. INTRODUCTION: 
 

The need for improved undergraduate education in 
bioinformatics and computational biology has been widely 
discussed [5,13,17].  A great many students probably do 
receive limited experience with basic bioinformatics 
techniques, but the fact that simple sequence analysis (e.g. 
BLAST searching) is rapid and computer-oriented risks 
further increase the student's detachment and lack of 
engagement in the process.  Solutions to these problems 
would be to increase the depth of involvement and to 
engage students in data generation and analysis from the 
very beginning of the process, starting with the organism 
of interest and proceeding through sequence acquisition to 
the computational study of the data.  Otherwise, students 
only see a small disembodied part of the overall process.  
In this paper, we describe our approach to dramatically 
increasing student engagement with bioinformatics and 
molecular biology. 

 
The International Human Genome Sequencing 
Consortium (IHGSC) involved researchers at more than a 
dozen sites on three continents, and the technical and 
organizational challenges presented by the initiative were 
often compared with those of landing humans on the 
moon.  The organizational requirements of the private 
(Celera Genomics) effort to sequence the human genome 
were reduced by the use of the whole-genome shotgun 
approach, but the technical challenges were still great.  
We are working to assemble a consortium to sequence the 
genome of Spiroplasma citri using an approach derived 
from the most appropriate tactics of the two human 
genome initiatives.  The researchers in this case are 
undergraduate students, enrolled in existing and new 
laboratory courses at college and universities around the 
United States, although there is no reason this effort could 
not grow to be an international one. 

 

The goals of the ScGP are more complicated than the 
goals of the IHGSC or Celera initiatives, which simply 



  

 

aimed to map and sequence the human genome, and to 
make the data available in some way for use in research 
and technology. ScGP goals include the education of large 
numbers of undergraduate students in basic molecular 
biological techniques as well as the use of a large coalition 
of schools and students to sequence the S. citri genome.  
We will reach these long-term summative goals through a 
series of interim, or formative, goals.  Formative goals 
include the adaptation of the necessary protocols and 
course structures to allow students to pursue a project-
oriented approach in a traditional teaching laboratory 
setting, testing the protocols and approach at a limited 
number of other colleges, and organizing a coalition at a 
larger number of colleges to carry out the sequencing and 
analysis. Because the primary summative goal of this 
project is educational, we begin with a brief review of the 
literature relevant to laboratory-based science courses in 
general and biology courses in particular. 
 

1.1. Pedagogical Issues   
 

Students learn better in situations where their interactions 
with the material under study, and with one another, are 
collaborative, connected, active, and applied [10]. 
Numerous strategies are in use to deliver such experiences 
to students, from group contracts and complex 
coordinated study programs such as those originated and 
practiced at The Evergreen State College (TESC), to 
linked courses and learning communities [9, 18, 19]. 
Group contracts are full- or nearly full-time (10-16 quarter 
hours), formal learning contracts between 15-25 students 
and one instructor. Learning communities involve efforts 
to increase the students’  interactions with one another, to 
encourage co-teaching/learning, and can be employed 
with many types of instruction. Linked courses are an 
approach to applying the coordinated study concept at 
schools that use more traditionally organized and 
scheduled courses [19]. 
 

Increasingly rapid advances in the biological sciences, 
coupled with increasing industrialization, bring their own 
challenges. Soon graduating college students, whether 
destined to be citizens, teachers, or scientists, may 
reasonably be expected to have had hands-on experience 
with cell biology, biochemistry, and molecular biology, as 
well as with genomics, proteomics, and other emerging 
fields. Indeed, genome sequencing and the availability of 
public sequence databases now influence the direction of 
diverse areas of research from physiology to evolution 
[16]. Policy is also clearly being influenced as well, and 
the recent completion of the draft human genome 
sequence will only accelerate these changes [2, 14]. 
 

Because of the demands on the instructor's time and the 
inherent complexity of the setting, the laboratory portion 
of a science course can be the place where it is the most 
difficult to create an optimal learning experience for 
students. This state of affairs, along with various 
initiatives aimed at improving the quality of science 
education, has led to the rise of inquiry-based courses and 
laboratories. By modeling research experiences through 
inquiry-based laboratories, students learn how science is 
actually done, in addition to learning techniques and 
concepts important to a particular field of study [7, 10, 
18,19]. 
 

Through inquiry-based laboratories, students learn how 
science is actually done, in addition to learning techniques 
and concepts important to a particular field of study. The 
use of inquiry-based laboratories in biology has lagged 
behind the physical sciences for a variety of reasons, 
including student lack of confidence, organizational skills, 
and subject background at the freshman level [7]. The 
problem is compounded in the undergraduate study of cell 
biology, biochemistry, and molecular biology, since the 
techniques for study in these areas can be complicated 
and expensive, in addition to being much less 
conceptually direct than those found in, say, classical 
physics. Judging from the education literature, inquiry-
based courses are most popular at private colleges, 
probably because of issues related to class size and 
resources.  It is worth emphasizing that the present 
initiative was originated, and has been successfully tested, 
at public colleges and universities. Although such courses 
certainly exist, there are relatively few reports in the 
educational literature of project-oriented courses in which 
the project spans an entire academic term (i.e. a quarter or 
a semester).  Examples of term-long projects for teaching 
laboratories include Craig [6], Grant and Vatnick [7], and 
Verhey [20].  
 

The educational environment we have created for the 
present initiative is similar to a bounded-inquiry or a 
guided-inquiry situation [7]. This gives the students 
enough direction early in the project to allow them to 
build confidence and gradually take responsibility for 
more control later in the project. Early pilot projects 
involved isolating mitochondria from carrots (Daucus 
carota L.), or chromoplasts from daffodil flowers, then 
cloning the organellar DNA into a plasmid vector to 
prepare a genomic library. Students sequenced random 
clones from the library and analyzed their sequences using 
various bioinformatics tools.  In the process, students 
collected and analyzed approximately 10 kb of data, with 
each student running a single dye-terminated sequencing 
reaction that was sent off-campus for data acquisition by 
an automated sequencer.  Protocols are described in more 



  

 

detail in Verhey [20]. Just as students in an individual 
class gradually build confidence and take responsibility 
for the work, we expect that as the project itself matures 
student roles will gradually change.  As more sequence 
data are accumulated, the focus will shift as 
bioinformatics issues of contig assembly and whole-
genome analysis become accessible.  

 

The initiative has now evolved such that we have selected 
a single organism for long-term and wide-spread attention.  
This will allow students in courses at participating 
institutions the opportunity to grow the organism, isolate 
its DNA, produce a genomic library, and sequence 
segments of that library.  Depending on the curricular 
context of the work, readings, discussions, and lectures 
may be used in parallel with lab work as students prepare 
to carry out the analysis of the data they and other project 
participants collectively produce in the lab.  Students then 
analyze their sequences and integrate their data and 
analyses with those of other students at other institutions, 
collaborating with their peers in work toward the project 
goal. Students thereby gain an introduction to the theory 
and practice of genomics by participating in a genuine -- 
not simulated -- research effort that is larger in scope and 
longer in duration than any single course at an individual 
institution. 
 

2. MATERIALS AND METHODS 
 

2.1. Choice of Organism 
 

Our main criteria for the choice of genome were that the 
genome be small enough to be sequenced within a 
reasonable amount of time, that the genome not have been 
sequenced previously, and that data produced from 
sequencing be interesting and useful to working scientists.  
In our experience with earlier trials of these exercises, the 
single most exciting aspect of the work for the students 
has been the realization that they were producing unique 
data that could become part of the genomic literature.  
Having the organism itself available for the isolation of 
the target DNA by the students is an advantage, since a 
key aspect of these exercises is the process of starting with 
a whole, living organism and proceeding to sequence data 
analysis.  

Spiroplasma citri  (ATCC 27556) meets all of these 
criteria.  As a member of the Mollicutes, which lack cell 
walls and typically have small genomes, S. citri has the 
added advantage of being a rather unusual microbe, which 
further enhances the engagement and learning of students. 
The small genome will facilitate class discussion of the 
minimal genome concept, which attempts to identify the 

smallest amount of genetic material required for a self-
replicating life form. This organism offers opportunities 
for teaching and learning besides genomics and molecular 
biology.  Mycoplasmas are typically discussed in only a 
very limited way in microbiology courses, and intellectual 
exposure to a relatively unknown and unusual organism 
will stretch the conceptual limits of the understanding of 
students.  In addition, at many two-year institutions, the 
sophomore year biology curriculum focuses on 
microbiology, making this project a particularly good fit 
for these types of institutions.  Interestingly, genomes of 
mycoplasmas are deficient in many of the genes coding 
for energy metabolism. All examined species of 
Mycoplasma lack tricarboxylic acid cycles, quinones, and 
cytochromes, and produce all ATP from substrate-level 
phophorylation.  It is believed that this type of metabolism 
evolved at least three billion years ago, and is conserved 
today as glycolysis.  Because of the “primitive”  nature of 
the mycoplasmas, the genomes of these creatures could 
serve as a model of what genes were involved in energy 
production in early life on earth [15]. 
 

In addition to the practical aspects of genome size, S. citri 
is a significant plant pathogen.  It is the causative agent of 
stubborn disease of citrus, which affects harvests of 
oranges, lemons, and limes worldwide.  This disease can 
cause a 44 to 100% reduction in the yield of orange 
harvests, and a loss of up to 50% of lemon harvests.  
Diseases caused by this pathogen result in significant crop 
losses in both developed and developing countries.  S. 
citri and other mycoplasmas cause a maize disease called 
achaparramiento that causes severe losses in Central 
America [8].  Additionally, S. citri causes brittle root 
disease in horseradish, and infects other crucifers, as well 
as peaches, onions and lettuce [3,4]. S. citri is transmitted 
in nature through propagative transmission by phloem-
feeding Homopteran insects, predominantly leafhoppers, a 
rather unusual mechanism. Transmission by leafhoppers is 
of particular interest and importance, since S. citri can 
also infect a number of noncitrus species, including wild 
species growing around citrus crops. The bacteria ingested 
from phloem traverse the insect gut wall, multiply in the 
hemolymph, and travel into the salivary glands from 
which they are discharged into a new plant [1]. Thus, the 
insect serves as an alternate host for the pathogen.  The 
insect is apparently adversely affected by the infection, as 
evidenced by reductions in insect longevity and fecundity.  
 

Insect-spiroplasma interactions are clearly crucial to the 
biology and epidemiology of the pathogen, yet little is 
known about the specific events at the microbe-vector 
interfaces that result in spiroplasma movement through 
physical barriers in the insect and contribute to transmission 
specificity [11].  Sequencing of the S. citri genome will aid 



  

 

in understanding the genetic information required for insect 
vector and plant host range.  

 

2.2. Sequencing Strategy 
 

Our basic ScGP sequencing strategy is a hybrid of the 
strategies pursued by the IHGSC and Celera groups.  We 
are using the whole-genome shotgun strategy of Celera, 
which lends itself well to the distributed coalition 
approach of the ScGP, because each participating group 
will be able to use this technique for library construction.  
The S. citri genome has already been mapped [21].  
Figure 1 shows the range of project entry points available 
to participants.  Participants may begin at the beginning, 
by culturing the organism and isolating the DNA and 
carrying out all subsequent operations, or may begin at 
any other point as indicated in Figure 1.  The most 
efficient laboratory approach is for a single class to carry 
out sequencing reactions in multiples of 96, so that the 
completed reactions can be economically submitted for 
sequence determination in 96-well microtiter plates. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1.  ScGP participation entry points and availability of 
back-up materials. 

 

Figure 1 also illustrates another important aspect of the 
project:  intermediate materials are (or, is some cases, 
soon will be) available on a back-up basis from the project 
organizers.  This is important because in a term-long 
project-based laboratory class -- as in research -- each 
subsequent step depends on the success of the previous 
step.  Although no one has yet needed to use it, the "safety 
net" provided by having back-up materials available will 
be of particular value to faculty to do not initially feel 
comfortable with all of the techniques involved. 

 

A key goal of the ScGP is to give hundreds of students first-
hand -- and real - experience with genome-scale DNA 
sequencing and bioinformatics.  We will also give many 
students an opportunity to participate in an even more 
extensive way through independent research projects. 
Although this project does not involve high-throughput 
sequencing in the traditional sense, even relatively modest 
numbers of participating institutions and students can be 
expected to produce reasonable amounts of sequence.  
 

2.3. Recruitment 
 

Our recruitment of prospective ScGP participants has thus 
far been fairly limited, but response has been enthusiastic.  
Recruitment outreach has consisted of postings on two 
education-oriented Internet listservs (Biolab, send 
"subscribe biolab <your name>" to 
listproc@hubcap.clemson.edu; and Microedu, send blank 
message to subscribe-microedu@mail.asmusa.org) and a 
brief note in The Scientist [12]. We will probably do little 
further active recruitment this year, although inquiries are, 
of course, welcome. 

 

3. PROGRESS AND CONCLUSION 
 

We are now in the first year of Phase 1 of recruitment for 
the ScGP.  Students and their instructors in undergraduate 
laboratory courses represent a sizeable workforce, a 
workforce which we are enlisting toward the goal of 
sequencing a microbial genome. In a way, this strategy 
resembles various distributed-computing initiatives such 
as SETI@home, and Folding@home.  The distributed 
coalition approach is similar to the IHGSC, and 
maximizes the sense that all participants are collaborating 
across space and time. 

 

The project is specifically designed to be accessible to 
students and faculty at both two- and four-year colleges.  
This will have (and already has had) an effect on 
curriculum at both types of schools, and will enhance the 
preparation of students transferring from 2-year to 4-year 
colleges.  It will also, of course, enhance the preparation 
of undergraduates entering graduate school or the 
workforce.  In the near future we expect to put more effort 
into building a faculty teaching community to support this 
student learning community, but for the time being the 
project is functioning well as is. 
 

Working together toward the common goal of eventually 
sequencing a novel genome gives students a sense of the 
amount and type of work involved in genome-scale 



  

 

sequencing. More importantly, it links together a series of 
unrelated techniques in a way that illustrates the 
usefulness of each individual approach and stimulates 
thinking about other ways to use different methodology in 
research. Finally, this approach provides numerous 
opportunities for cooperation and collaborative problem 
solving and builds considerable esprit de corps right from 
the beginning of the project. �

�

5. REFERENCES: 
 

[1]  Agrios, G.N. 1988. Plant Pathology. 3rd Ed. Academic 
Press, NY, NY. 

[2]  Baltimore, D. 2001.  Our genome unveiled.  Nature. 
409:814-816. 

[3]  Bové, J.M; Garnier, M. 1997. Walled and wall-less 
eubacteria from plants: sieve-tube-restricted plant 
pathogens.  In: Cassels, A.C. (ed),  Developments in Plant 
Pathology, Vol. 12, Pathogen and Microbial 
Contamination Management in Micropropagation. Kluwer 
Academic Publishers, The Netherlands. pp. 45-60. 

[4]  Bové, J.M. 1984.  Wall-less prokaryotes of plants. Annu. 
Rev. Phyotopathol. 22:361-396  

[5]  Brass, A. 2000.  Bioinformatics education--a UK 
perspective.  Bioinformatics. 16:77-78. 

[6]  Craig, P.A. 1999. A project-oriented biochemistry 
laboratory course. J. Chem. Education. 76:1130-1135.  

[7]  Grant, B.W. Vatnik, I. 1998. A multi-week inquiry for an 
undergraduate introductory biology laboratory. J. Coll. 
Sci. Teach. 28:109-112. 

[8]  Hruska, A.J. 1997. Maize response to corn leafhopper 
(Homoptera: Cicadellidae): infestation and 
achaparramiento disease. J. Econ. Entomol. 90:604-610. 

[9]  Jones, R.M. 1981. Experiment at Evergreen. Schenkman 
Publishing, Cambridge, MA. 

[10]  Meefer, R. 1999. Criteria for designing inquiry activities 
that are effective for teaching and learning science 
concepts. J. Coll. Sci. Teach. 28: 159-165. 

[11]  Kwon, M.O.; Wayadande, A.C.; Fletcher, J. 1999 
Spiroplasma citri movement into the intestines and 
salivary glands of its leafhopper vector, Circulifer 
tenellus. Phytopathology. 89:1144-1151.  

[12]  Lewis, R. 2001. Young Sequencers. The Scientist. 15:34. 

[13]  NIH Working Group on Biomedical Computing. 1999. 
The Biomedical Information Science and Technology 
Initiative. National Institutes of Health, Washington, DC.  
Available: http://www.nih.gov/about/director/060399.htm 

[14]  Pääbo, S. 2001. Genomics and society: the human 
genome and our view of ourselves.  Science. 291: 1219-
1220. 

[15]  Pollack, J.D.; Williams, M.V.; McElhaney, R.N. 1997. 
The comparative metabolism of the mollicutes 
(Mycoplasmas): the utility for taxonomic classification 

and the relationship of putative gene annotation and 
phylogeny to enzymatic function in the smallest free-
living cells. Crit. Rev. Microbiol. 23:269-354. 

[16]  Rounsley, S.; Lin, X.; Ketchum, K.A. 1998. Large-scale 
sequencing of plant genomes.  Curr. Opin. Plant Biol. 
2:136-141. 

[17]  Spengler, S.J. 2000. Bioinformatics in the information 
age. Science. 287:1221-1223. 

[18]  Stukus, P.; Lennox, J.E. 1995. Use of an investigative 
semester-length laboratory project in an introductory 
microbiology course. J. Coll. Sci. Teach. 25:135-139. 

[19]  Tichenor, L.L.; Kakareka, J.P. 1995. An interdisciplinary 
teaching approach integrating cell biology and 
biochemistry: crossing disciplinary boundaries in an 
upper-level scientific learning community.  J. Coll. Sci. 
Teach. 25:144-149. 

[20]  Verhey, S.D. 2000. Integrated cell biology/ 
biochemistry/molecular genetics laboratories: the 
cytoplasmic genome projects. J. Indust. Micro. Biotech. 
24:339-344. 

[21]  Ye, F.; Laigret, F.; Whitley, J.C.; Citti, C.; Finch, L.R.; 
Carle, P.; Renaudin, J.;  Bove, J.M. 1992. A physical and 
genetic map of the Spiroplasma citri genome. Nucleic 
Acids Res. 20:1559-1565. 



  

 

� � � � �� � � � � � 	 � ��
�
�
�
�
�
�
�
�
�
�
�

�

�
�
�
�
�

�

  

NNDDSSUU  


